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Abstract

We evaluate the impact of routinization from 1960 to 2000 on college enrollment.

Among non-college workers, routine occupations employed a substantial share of the

female workforce, but this share plummeted from 1970 on. Using shift-share instru-

ments, we show that routinization displaced women’s non-college occupations, raising

female enrollment. Men’s non-college occupations were less vulnerable, leaving their

enrollment rates largely unaffected. Embedding this instrumental variation into a Roy

model explains the mechanisms. Gender differences in skill create a comparative ad-

vantage in manual work for non-college men, leaving women to sort into routine jobs,

which were more vulnerable to routinization.
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“Out of high school, men are more willing than women to enter a trade. For example,

there are jobs open to become electricians, carpenters, plumbers and more...Many of

my male peers entered a career right out of high school and they are successful and

happy.”

-Laura Thomas, Quinnipiac University, “Why the Future at U.S. Colleges is Female”

(2021)

1 Introduction

In the race between education and technology, technology has replaced labor in the execution

of certain tasks, changing the skills demanded by employers and therefore the educational

decisions of workers (Goldin and Katz 2010; Tinbergen 1974). This effect varies across

occupations, since different occupations make use of different skill sets. If workers sort

asymmetrically across occupations, technological development would change job prospects

in different ways across subgroups of the workforce, shifting educational attainment for some

more than others.

We focus on routinization, the displacement of routine tasks using automated devices,

which took place in the U.S. between 1960 to 2000 (Autor, Levy, and Murnane 2003). Prior

literature demonstrates that automating routine tasks lowered employer demand for routine

skills while raising demand for abstract (and to some extent, manual) skills (Acemoglu

and Autor 2011; Acemoglu and Restrepo 2019; Autor and Dorn 2013; Autor, Levy, and

Murnane 2003; Goos, Manning, and Salomons 2009; Spitz-Oener 2006). By changing the

value of routine skills relative to abstract skills, routinization could have changed the returns

to obtaining a college education.

We document that workers sort into occupations by gender, especially among occupations

that do not require a college degree. Women tended to sort into occupations specializing in

routine tasks, and men into occupations specializing in manual tasks. The resulting gender

polarization was severe: routine occupations employed a substantial share of the young
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female high school graduate workforce, peaking at 70% in 1970. We find that these sorting

patterns led routinization to displace the non-college job opportunities of women more than

men, which aligns with the bulk of prior work on routinization (Autor and Wasserman

2013; Black and Spitz-Oener 2010; Borghans, Weel, and Weinberg 2014; Cerina, Moro, and

Rendall 2021; Cortes, Jaimovich, and Siu 2021; Dillender and Forsythe 2022; Juhn, Ujhelyi,

and Villegas-Sanchez 2014; Ngai and Petrongolo 2017; Olivetti and Petrongolo 2014, 2016;

Petrongolo and Ronchi 2020; Yamaguchi 2018).1 We posit that the displacement of routine

jobs decreased job opportunities for female high school graduates, raising women’s incentives

to attend college. On the other hand, impacts for men were more uncertain, since the routine

jobs that were displaced did not employ as large a share of the male workforce.

We first use an instrumental variable approach to investigate the impact on college-going.

Our approach predicts a local labor market’s routinizability using two separate instruments,

which use different sources of variation. The routine share instrument follows Autor and

Dorn (2013) and predicts a labor market’s future share of routine occupations. The second

instrument predicts routinization — the decline of routine occupations over time — from

job posting data compiled by Atalay et al. (2020a). Under both instruments, the identifying

assumption is that national industry changes in the routine content of labor should only

influence college enrollment in a commuting zone in ways reflected by routinization in that

commuting zone. We test this assumption in robustness checks, which verify that our results

are not driven by changes in labor force participation, changes to the share of non-college

workers, or local commuting zone shocks. We also validate our results using alternative

instruments, which use different sources of variation to reproduce our main results.

Our first set of results comes from the two stage least squares (2SLS) regressions. We find

that a 1 percentage point rise in routinization would increase the proportion of 18-25 year

old women who attend college by 0.5-0.6 percentage points. Equivalently, moving from a

1The exceptions are Cortes, Jaimovich, and Siu (2017) and Cortes et al. (2020), which report greater
declines in routine manual jobs for men than women. Our results are reconcilable with theirs, as we will
discuss in Section 3.1.
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commuting zone that experienced the 25th percentile of routinization to one that experienced

the 75th percentile of routinization (a difference of 5.5 percentage points) leads to a 3.0-

3.4 percentage point rise in female college-going. For men, whose non-college prospects

experienced less displacement, Anderson-Rubin confidence intervals fail to reject the null of

no effect.

To further explore the mechanisms underlying our 2SLS results, we develop a Roy model

of educational and occupational choices. This model also explains why non-college occupa-

tions are polarized by gender. We consider cognitive, manual, and administrative skills, as

measured by the Armed Services Vocational Aptitude Battery (ASVAB) from the National

Longitudinal Survey of Youth 1979 (NLSY79). Gender differences in skill endowments result

in a comparative advantage for men in manual work, which pay more and are less routiniz-

able, as manual tasks involved the navigation of physical space that could not be executed

by automated devices at the time (Acemoglu and Autor 2011; Autor 2015; Autor and Dorn

2013). This left female high school graduates to sort into routine jobs, which were more

vulnerable to displacement. We find that over time, the decline in routine job opportunities

raised the college premium for women more than for men.

The Roy model explicitly incorporates heterogeneity in the enrollment response, which

further amplifies the difference in male and female college enrollment. It considers, for ex-

ample, that the non-college job prospects of a woman with high administrative skill are more

adversely impacted by routinization compared to a woman with average administrative skill.

Therefore, our model predicts a larger impact on female enrollment than simple back-of-

the-envelope calculations based on the 2SLS estimates. Simulations show that routinization

raised female enrollment by 4 percentage points, or 44% of the observed 9 percentage point

growth in female enrollment from 1980 to 2000. In contrast, it accounts for 1.6 of the 2 per-

centage point rise in male enrollment. Our counterfactual analyses suggest that routinization

played a key factor behind the greater growth in female enrollment over our analysis period.
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1.1 Contributions to the literature

We make three primary contributions. First, our study adds to work on the relationship

between education and skill-biased technological change (Acemoglu and Autor 2011; Autor,

Goldin, and Katz 2020; Feng, Ren, and Rendall 2023; Goldin and Katz 2010; Tinbergen

1974). Most prior studies on routinization focus on labor market outcomes, with the major-

ity finding greater impacts for the job prospects of women than men (Autor and Wasserman

2013; Black and Spitz-Oener 2010; Borghans, Weel, and Weinberg 2014; Cerina, Moro, and

Rendall 2021; Dillender and Forsythe 2022; Juhn, Ujhelyi, and Villegas-Sanchez 2014; Ngai

and Petrongolo 2017; Olivetti and Petrongolo 2014, 2016; Petrongolo and Ronchi 2020; Ya-

maguchi 2018).2 In contrast, we focus on human capital. We demonstrate that by displacing

routine occupations, routinization changes the composition of human capital that men and

women contribute to the future workforce.

In a contemporaneous working draft, Cortés et al. (2024) explore the impact of automa-

tion on occupational segregation and skill investments between 1980 and 2017. While there

is a difference in the periods analyzed, a more fundamental divergence lies in the underlying

primitives of their model compared to ours. Their model is driven by women’s comparative

advantage in social skills and the “pull” of rising returns to college occupations. In con-

trast, our paper highlights that men’s comparative advantage in manual labor led women to

sort into routine occupations, which were more susceptible to routinization. We argue that

declining opportunities in these routine occupations “pushed” women toward higher college

enrollment. Thus, while both studies examine the effects of automation on female labor

market outcomes, they offer complementary perspectives driven by different mechanisms.3

2One notable exception is Feng, Ren, and Rendall (2023), who develop a general equilibrium framework
to explore the sources of the narrowing and reversal of the gender education gap. They find that skill-biased
technical change, which may be largely driven by routinization, accounts for one-fifth of the closing of the
gap.

3An earlier version of our model estimates the distribution of social skills to determine the roles of social
skills versus manual skills in occupational sorting. We found little difference in social skills by gender, leading
us to conclude that the male advantage in manual skills played a larger role in the gender gap in college
enrollment. See footnote 22 Appendix Figure A.6.
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Our second contribution is informing why college enrollment evolved differently for men

and women. Men initially went to college at greater rates than women, but women unex-

pectedly overtook men in college enrollment beginning in the 1970s. This reverse gender gap

has been growing ever since and shows no signs of closing. Our goal is not to explain the

totality of the college gender gap, which would require explicit modeling of marriage mar-

kets, women’s labor force participation decisions, and changes in college returns. Rather, we

identify routinization’s displacing impact on non-college jobs as one channel through which

the college premium rose more for women than for men. Our evidence substantiates the

literature on the labor market returns to attending college, which finds larger returns for

women than men but does not delve into why (Beaudry and Lewis 2014; Charles and Luoh

2003; Dougherty 2005; Huang 2014; Jacob 2002; Olivieri 2014; Pitt, Rosenzweig, and Hassan

2012; Rendall 2017).4

Our Roy model considers the importance of routinization alongside other explanations for

the change in educational returns. It simulates how much routinization affected college en-

rollment while shutting down other channels, such as rising female labor force participation,

changing returns to marriage markets, and changes to employment opportunities through

globalization or manufacturing decline. Our model predicts that routinization accounts for

44% of the growth in female enrollment from 1980 to 2000.

Our third contribution is a model-based approach to link the gender polarization of

the non-college labor market with college enrollment. Since most related papers use job

task requirements to indirectly infer gender differences in skill levels, they cannot disentan-

gle the skill endowments of individuals from the skill returns of jobs (Cortés et al. 2024;

Duran-Franch 2020; Ngai and Petrongolo 2017; Olivetti and Petrongolo 2014; Rendall 2017;

Yamaguchi 2018). We overcome this limitation by separately measuring skill endowments

and task requirements, which is necessary to determine how routinization changed the value

of different skills. The closest frameworks are Prada and Urzúa (2017) and Roys and Taber

4The exception is Beaudry and Lewis (2014), which focuses on IT adoption in changing college returns.
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(2019), but our model deviates from them in two ways. We introduce instrumental variation

from routinization to shift skill prices. Furthermore, they only analyzed men, whereas we

examine both men and women, which enables us to investigate why occupations polarized

by gender in the first place.

The paper is organized as follows. Section 2 describes the data and measurement of

routinization. Section 3 discusses the descriptive evidence on routinization. Sections 4 and 5

describe our 2SLS methodology and results. Sections 6 and 7 describe our structural model

methodology and results. We discuss limitations and conclude in Section 8.

2 Data and Measurement

Our analysis starts with data from the U.S. decadal census for 1950-2000, provided by the

Integrated Public Use Microdata Series (IPUMS; Ruggles et al. 2021). The dependent vari-

able is the share of 18-25 year olds who have ever enrolled in college. To determine the role of

choice in determining college enrollment among those qualified to attend, rather than ability

differences that determine who is qualified (Becker, Hubbard, and Murphy 2010; Bound,

Lovenheim, and Turner 2010; Goldin, Katz, and Kuziemko 2006), we focus on enrollment

rather than completion and limit the scope of our study to high school graduates and General

Educational Development (GED) holders, following Prada and Urzúa (2017).

To measure the impact of routinization, we use the labor share of routine-intensive oc-

cupations at the commuting zone level. Measures of routine intensity come from Autor and

Dorn (2013). Our first instrumental variable, which predicts a commuting zone’s future

routine labor share, comes from these data. Our second instrumental variable predicts office

routinization based on job posting data constructed by Atalay et al. (2020a).

We follow Autor and Dorn (2013) in defining a local labor market as a commuting

zone, which captures commuting patterns for work across counties. Commuting zones are

defined across the entire contiguous United States, in contrast to other geographic constructs

that may under-represent certain industries (for example, metropolitan statistical areas may
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underrepresent agriculture or mining).

Our structural model uses individual level data from the geocoded National Longitudinal

Survey of Youth 1979 Cohort (NLSY79). We construct a binary college attendance decision,

based on whether years of education exceed 12. We designate the individual’s occupation

choice as the modal occupation between ages 25 to 35. The occupation’s monetary return

is set to the individual’s average annual earnings in that occupation. The NLSY79 provides

insight into individual skill heterogeneity through ability measures obtained from the Armed

Services Vocational Aptitude Battery (ASVAB). Its detailed location data allow us to account

for migration. We provide further details in Appendix A and summary statistics in Appendix

Tables A.2-A.3.

2.1 Measuring routinization

We define “routinizable” occupations as those where the majority of tasks can be executed

using automated devices. To more precisely capture routinizability, we employ the “routine

task intensity” (RTI) measure from Autor and Dorn (2013). The RTI of occupation k is

calculated using the logged index of its routine, manual, and abstract task content:

(1) RTIk = ln(routinek,1980)− ln(manualk,1980)− ln(abstractk,1980)

The RTI measure captures an occupation’s routine content net of its manual and abstract

content. “Routine,” “manual,” and “abstract” task content are compiled from census data

and the Dictionary of Occupational Titles.5 “Routine” tasks are codifiable tasks that can

be executed following an explicit set of rules. As technology progressed, automating devices

replaced human labor in executing routine tasks, decreasing employer demand for workers

who specialize in these tasks. For example, electric typewriters and carbon paper obviated

5We fix them to 1980 levels, which nets out within-occupation changes over time so that any change in
RTI across labor markets will stem only from changes in occupational composition.
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the need for clerical workers to fill out forms one by one using pen and paper (Decker 2016).

“Manual” tasks are defined as tasks requiring in-person interaction and situational adapt-

ability, which tend to be difficult to automate since they require adaptability to unpre-

dictable environments (Acemoglu and Autor 2011). These tasks often involved handling

objects across space or moving in a changing environment. Consequently, occupations that

involved more manual tasks, such as operative and production occupations, were shielded

from automation compared to clerical occupations (Acemoglu and Autor 2011; Autor 2015;

Autor and Dorn 2013). Examples of “abstract” tasks include problem-solving, writing, or

managing, which were difficult to define and therefore difficult to codify.

More routine tasks made an occupation more susceptible to routinization, while more

manual or abstract tasks made an occupation less susceptible to routinization. Occupations

high in RTI are therefore vulnerable to routinization. Therefore, to measure changes that

could arise from routinization, we focus on “RTI share”, or the share of high-RTI occupations:

(2) RTI sharect =

∑K
k=1 1(RTIk > RTIP66

1980)Lckt∑K
k=1 Lckt

where Lckt is the total number of workers 16-65 years of age in commuting zone c, occupation

k, and year t. Following Autor and Dorn (2013), throughout the paper we designate occu-

pation k as high-RTI if it falls in the top third of routine task intensity for all occupations

in 1980: RTIk > RTIP66
1980.

6

We then define routinization as the change in RTI share for commuting zone c in year t:

(3) routinizationct = RTI sharec,1950 − RTI sharect

6The impact of automation is better captured by the share of high RTI occupations than average RTI
level, since only occupations above a certain threshold are likely to experience significant routinization. In
robustness checks, we designate occupations as high-RTI if they are in the top half of routine task intensity,
rather than the top third. This alternative definition does not appreciably change our results. The results
are available upon request.
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where t ranges from 1960 to 2000.

Our focus on routinization extends to a natural focus on labor share changes, rather

than wage changes. Another reason we focus on labor share is because wages respond

nonmonotonically to routinization, violating monotonicity conditions necessary for a 2SLS

approach.7 In Section 6, we will explicitly consider wage changes by formalizing how the

price of different skills influence wages in different occupations.

3 Preliminary Data Patterns on Routinization and Gender

In this section, we document patterns in the data to provide background regarding gender

polarization among non-college occupations and trends in routinization. Although our anal-

ysis period spans 1960-2000, much of our descriptive evidence will use 1970 as the base year

since it has more complete data on routine task content (see Autor and Dorn 2013.) To

capture job prospects for young workers at the start of their careers, we focus on descriptive

trends among 18-25 year olds.

For ease of exposition, throughout the paper we define “male-dominated” occupations

as those with less than 30% women; “female-dominated” occupations as those with more

than 70% women; and “gender-equal” occupations as those with 30-70% women. We define

“non-college occupations” as those with at least 50% high school graduates, and “college

occupations” as those consisting of at least 50% college enrollees. All figures in this section

will show that our results hold based on other cutoffs (for example, classifying 40% or fewer

women as male-dominated and 60% or more women as female-dominated).

7On the one hand, demand for the number of workers in certain occupations may decline as automated
devices substitute for workers in executing routine tasks, creating downward pressure on wages. On the
other, these occupations may experience skill upgrading, putting upward pressure on wages. For example,
computer skills became more important for secretaries as computers substituted for workers in executing
routine tasks. This gave a competitive edge to applicants with more education, just as jobs became scarcer.
The net effect of routinization on wages is therefore ambiguous.
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3.1 Gender polarization among non-college occupations

We start from the observation that the non-college labor market is severely polarized by

gender. Figure 1a shows that in 1970, 42% of occupations were female-dominated, 47%

male-dominated, and only 11% gender-equal. However, female-dominated occupations de-

clined from the non-college labor market over time. By 2000, female-dominated occupations

plummeted from 42% to 12%, male-dominated occupations rose even higher to 75%, and

gender-equal occupations remained low at 12%. In contrast, college occupations demon-

strate the opposite trend, exhibiting gender convergence (Figure 1b). Over time, the share

of gender-equal occupations rose while occupations dominated by one gender declined, sug-

gesting that college degrees made men and women more substitutable in cognitive work.8

Upon further investigation of the decline in female-dominated occupations, we find that

those experiencing the greatest decline were intensive in routine tasks. Figures 1c and 1d

split Figure 1a into high- and low-RTI occupations. It reveals that the decline in female-

dominated occupations occurred exclusively in high-RTI occupations – all such occupations

with 80% or more women in 1970 left the non-college labor market by 2000. In contrast, the

distribution of low-RTI occupations barely changed over this period.9

Figure 1 documents descriptive evidence that the routine-intensive occupations tradi-

tionally held by women disappeared from the non-college labor market. However, this alone

does not establish that routinization displaced women’s non-college job opportunities. The

reverse relationship could be at play: rising college-going may lead non-college occupations

to hire college workers at greater rates, transforming them into college occupations. For

8In Section 7, we show our model can replicate both the gender polarization of the non-college labor
market and the gender convergence of the college labor market.

9This polarization has implications for pay, namely why non-college women tended to earn less than
non-college men, as observed by Autor (2019). In the non-college labor market, male-dominated occupations
tend to pay more than female-dominated occupations. Appendix Figure A.1a shows that male-dominated
occupations pay up to the 90th percentile for all workers with at least a high school diploma. In contrast,
all female-dominated occupations pay below the 20th percentile. The descriptive evidence suggests that
a worker has the potential to make good pay with only a high school diploma, but only in certain male-
dominated occupations. Among college occupations, however, high-paying opportunities exist regardless of
the gender composition of the occupation (Appendix Figure A.1b).
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instance, the secretarial occupation used to hire mostly female high school graduates, but

increasingly became dominated by college graduates as it incorporated more cognitive tasks

over time (Atalay et al. 2018). Although this alternate story is plausible, we note that it alone

cannot explain why the disappearance is concentrated in routine occupations. Nonetheless,

because the patterns in Figure 1 merely motivate a relationship between routine-intensity

and the decline of women’s non-college occupations but do not establish a causal direction,

we outline our instrumental variable strategy in Section 4.

3.2 Gender asymmetric patterns in routinization

The prior evidence describes trends across occupations. We next document within-occupation

changes in labor share and RTI. Table 1 shows that the proportion of workers in office and

administrative support occupations was far larger among women than men. From 1970 to

2000, the proportion of women in these roles decreased by 15 percentage points, while the

proportion of men remained constant. Column (4) demonstrates that for women, the de-

cline in routine task intensity (RTI) among office and administrative support occupations

is 0.42 standard deviations, far larger than any other occupational group. Among men, the

production and transportation occupations together make up the largest decline (14 per-

centage points).10 However, column (8) reveals that any RTI change for men among these

jobs is quite small, so it is likely that this occupational decline occurred for reasons other

than routinization (for example, union decline or globalization, as suggested by Autor and

Wasserman, 2013). Altogether, the evidence suggests that routinization had a more pro-

nounced impact on the office than the factory in 1960-2000, which aligns with prior work

finding greater impacts on “routine cognitive” tasks than “routine manual” tasks (Autor,

Levy, and Murnane 2003; Black and Spitz-Oener 2010). This is to be expected, given that

automation’s impact on the factory primarily occurred before the 1940s (Acemoglu and Re-

10This evidence is consistent with Table 7 of Autor and Dorn (2013), which shows a larger shift out of
administrative and office occupations among women (coefficient=-0.431) than production and transportation
occupations among men (sum of coefficients=-0.358) in 1980-2005.
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strepo 2019; Adams 2019; Atack, Margo, and Rhode 2019; Autor 2015; Lafortune, Lewis,

and Tessada 2019; Lafortune et al. 2021) or after the 1990s, with the advent of roboticization

(Acemoglu and Restrepo 2019, 2020; Di Giacomo and Lerch 2023; Ge and Zhou 2020; Graetz

and Michaels 2018; Lewis 2011).

To more closely investigate whether female workers are differentially impacted by rou-

tinization, we take a task-based approach and graph labor share among 18-25 year olds

based on whether occupations are low- or high-RTI. We expect that routinization would dis-

place high-RTI occupations, which are “routinizable” by definition. However, routinization

would weakly complement low-RTI occupations (Autor and Dorn 2013; Goos, Manning, and

Salomons 2014; Spitz-Oener 2006).

We only find this differential trend among non-college women. We do not find it among

non-college men, college women, or college men. Figure 2 panel (a) shows stark differences in

how labor share changed over time in high-RTI versus low-RTI jobs for non-college women.

First, the share of high-RTI occupations started out extremely high, at almost one-third

(31.8%) of all non-college working women between 18 and 25 years old. It then plummeted

to less than half this level by 2000, to 14.1%. In contrast, the share of low-RTI jobs was

small and constant at 5.4-7.3% over the same period. College jobs did not exhibit this

differential trend. For female college enrollees, the labor share of both high- and low-RTI

jobs grew by 10-12 percentage points from 1970 to 2000. Panel (b) shows that among both

college and non-college men, the labor shares of high- and low-RTI jobs also followed parallel

trajectories.

This descriptive evidence aligns with Black and Spitz-Oener (2010), who report a “strong

decline in routine tasks experienced by women and almost not at all by men” for Western

Germany. Similarly, Autor, Dorn, and Hanson (2015) find that routinization impacts female

employment, with no significant effects for male employment. Together, Table 1 and Figure

2 imply that routinization impacted women’s jobs more than men’s jobs, a finding which

aligns with the bulk of prior literature (Autor, Dorn, and Hanson 2015; Autor, Levy, and
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Murnane 2003; Beaudry and Lewis 2014; Black and Spitz-Oener 2010; Cortes and Pan 2019;

Dillender and Forsythe 2022). The exceptions are Cortes, Jaimovich, and Siu (2017) and

Cortes et al. (2020), who focus on 1980-2017 and report greater decline among male workers

than female workers in routine manual occupations.11

4 Two Stage Least Squares Approach

In our regressions, we define routinization as the decline in RTI share from 1950 levels among

non-college workers between 25 to 65 years old. Focusing on employment by 25-65 year olds

fits our premise that 18-25 year olds make educational decisions based on observed conditions

for those currently working. Furthermore, excluding 18-25 year olds avoids simultaneity

concerns: if enrollment among 18-25 year olds rose for other reasons, more of them may shift

toward abstract-intensive occupations, leading to a mechanical decline in RTI share.

OLS regressions of enrollment on routinization yield coefficients of 0.42-0.47 for women

(p < 0.01) and 0.22-0.24 for men (p < 0.10, see Appendix Table A.4 panel A), suggest-

ing that labor markets which underwent greater routinization experienced growth in female

enrollment and marginal growth in male enrollment. Neither the OLS estimates nor the

descriptive evidence presented so far isolate causal effects, as they do not account for al-

11Our results are reconcilable with theirs, since most of their analysis period follows ours. If women
experienced displacement from routine-intensive occupations prior to 1990, as we find, they would naturally
experience less displacement afterwards. In our census data, 81% of the decline in office and administrative
support occupations in 1960-2000 occurred prior to 1990. Moreover, Cortes, Jaimovich, and Siu (2017) and
Cortes et al. (2020) find large displacement of male workers in routine manual occupations, which makes
sense given the emergence of roboticization in the 1990s (Acemoglu and Restrepo 2020; Graetz and Michaels
2018; Lewis 2011). Most of the displacement of routine manual occupations occurs after our analysis period:
our census data show that 67% of the decline in production and transportation occupations from 1960-
2000 occurred after 1980. The results provide evidence for why Cortes and Pan (2019) document greater
automation impacts for women prior to the 1980s but predict larger impacts for men in the future.
A second source of discrepancy is that our main analysis occurs at the level of tasks (following Autor,

Levy, and Murnane 2003, Spitz-Oener 2006, Autor, Dorn, and Hanson 2015), whereas Cortes, Jaimovich,
and Siu (2017) and Cortes et al. (2020) examine occupation-level changes. Acemoglu and Autor (2011)
argue that skills should be directly mapped to tasks, because occupations are too coarse to link directly
to automation. For example, Autor and Wasserman (2013) find declines in production and operative occu-
pations, but recognize that other factors such as de-unionization and globalization could have contributed
to these declines. Indeed, we find similar declines in these occupations as Autor and Wasserman (2013),
but that these declines coincide with little change in routine content, making them unlikely to be driven by
routinization alone (Table 1, columns 4 and 8).
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ternative explanations. Insights from the endogenous technology adoption literature (for

example, Beaudry, Doms, and Lewis, 2010; Beaudry and Lewis, 2014) demonstrate that

areas with more educated residents experienced faster PC adoption, suggesting possible

reverse causation. Furthermore, both routinization and college enrollment rates could be

correlated with unobserved factors such as social norms regarding women’s education, the

ease of graduating high school, or changes in female labor force participation.

We therefore use two instruments to predict routinization. The routine share instru-

ment adapts the instrument from Autor and Dorn (2013), which predicts the routine share

of a commuting zone for 1960-2000 using 1950 characteristics. Its purpose is to capture

“the long-run, quasi-fixed component of routine occupation share,” determined prior to the

routinization of 1960-2000 (Autor and Dorn 2013; Autor, Dorn, and Hanson 2015). Since it

directly predicts RTI share, it negatively predicts routinization, the reduction of RTI share

over time. It is constructed as

(4) routine share IVct =

[
I∑
i=1

γi,c,1950 ̂routinei,−c,1950

]
× yeart

where

(5) ̂routinei,−c,1950 =
∑

k∈i L−c,k,19501(routinek > routineP66
1980)∑

k∈i L−c,k,1950

Here, i indexes industry, t indexes year, and c indexes commuting zone. The variable

γi,c,1950 is the share of industry i in commuting zone c in 1950. The indicator 1(routinek >

routineP66
1980) equals 1 if occupation k is in the top third of routine task content in 1980. The

variable ̂routinei,−c,1950 is therefore the share of high routine occupations in industry i in

1950 for all states except the state that holds commuting zone c.

Since its variation stems from only 1950 characteristics, the routine share instrument

pre-dates potential omitted variables that would influence both RTI labor share and college
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enrollment. Furthermore, the leave-one-out construction nets out contemporaneous local

labor market shocks. We follow Autor and Dorn (2013) and interact it with a matrix of year

dummies to nonparametrically estimate how the labor share of routine occupations in 1950

impacts RTI share in each year from 1960 to 2000. In our main regressions, we control for

predicted manual share, which uses a parallel construction. In robustness checks, we also

control for predicted abstract share.

The second instrument uses newspaper job posting data, based on descriptions of activi-

ties involved and skills demanded by employers. Atalay et al. (2020a) apply textual machine

learning approaches to extract the skills required and activities involved in an occupation

based on job postings in the Boston Globe, the New York Times, and the Wall Street Journal

during 1940-2000. We then use their measures of job characteristics at the occupation code

level to construct our instrument.

Specifically, we call the second instrument the office routinization instrument, mea-

sured by the frequency with which postings for an occupation mention keywords such as

“administrative,” “paperwork,” “filing,” and “typing”. These routine office tasks were fre-

quently cited as tasks vulnerable to automation by prior work (Autor, Levy, and Murnane

2003; Dillender and Forsythe 2022; Spitz-Oener 2006). The advantage of this instrument is

that by focusing on the tasks directly vulnerable to routinization, it is less likely to incor-

porate confounding variation driven by other factors, such as trade competition with China

decreasing routine manual tasks in production occupations (Autor, Dorn, and Hanson 2013).

However, one concern with this conservative measure is that it may better measure changes in

female-dominated occupations than male-dominated occupations. To address this concern,

in Section 5.1 we conduct a specification check using routine manual task content.

The office routinization IV is constructed as:

(6)

office routinization IVct =
I∑
i=1

Ei,c,1950

∑
k Likt1(routine office taskskt > routine office tasksP66

1950)∑
k Likt
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where i indexes industry, k indexes occupation, t indexes year from 1960 to 2000, and c

indexes commuting zone. Ei,c,1950 represents the share of industry i in commuting zone c

in 1950. The expression
∑

k Likt1(routine office taskskt>routine office tasksP66
1950)∑

k Likt
is the share in industry i

in year t of occupations that involve tasks like administrative work, paperwork, filing, and

typing. It is constructed using Likt, which represents the number of workers in occupa-

tion k, industry i, year t. The indicator 1(routine office taskskt > routine office tasksP66
1950)

equals 1 if occupation k in year t is in the top third of office routine activity, based on the

occupation distribution in 1950. Fixing the occupation distribution to 1950 allows us to

compare how keyword mentions for routine tasks change over time for industries that were

historically intensive in these tasks. Our results are not sensitive to this “top third” cutoff

(see Section 5.1). While Ei,c,1950 and Likt are constructed from the census, the indicator

1(routine office taskskt > routine office tasksP66
1950) is constructed using job posting data from

Atalay et al. (2020a).

Our two instrumental variables leverage different variation to predict routinization. The

office routinization instrument incorporates contemporaneous time variation in tasks at the

industry level. Appendix Figure A.3 shows that this variation is embodied by a steady

decline in routine office tasks, which is the main force behind why the instrument predicts

the displacement of routine tasks. In contrast, the routine share instrument predicts future

RTI share directly since it does not incorporate time variation and relies on cross-sectional

differences in routine share across commuting zones: areas with high initial routine shares

will continue to have greater RTI shares than other areas, even after industry automation.

For both the first and second stage regressions, we include dummies for commuting zone,

census region, and year. We control for the proportion of female, Black, and Hispanic

residents in each commuting zone-year. We also include the proportion of people by 10-year

age bin. Additional controls are discussed later in this section. While the reduced form

and second stage regressions take gender-specific enrollment as outcome variables, we pool

gender in estimating the first stage effect on routinization. This avoids the assumption that
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men and women operate in isolated markets and allows for correlated impacts.

Under the frameworks of Adao, Kolesár, and Morales (2019) and Borusyak, Hull, and

Jaravel (2022), the shift-share approach is equivalent to an instrumental variable regression

using industry-level shocks as instruments and industry shares as weights.12,13 The exclusion

restriction for both instruments is therefore that routine share at the national industry level

can only affect college enrollment in ways reflected by routinization at the commuting zone

level. By constructing instrumental variation from the routine share at the national level

within each year, our approach nets out local labor market shocks that may arise from

supply-side considerations (for example, changes in social norms regarding women working)

and endogenous technological adoption across regions (Doms and Lewis 2010). In Appendix

B.1, we evaluate instrument validity using machine learning methods presented in Apfel

(2024).

Another related empirical test is to check whether any commuting zone plays an out-

size role in affecting national routine share within an industry. If so, this could lead the

instrument to introduce omitted variables correlated with enrollment and routine employ-

ment across commuting zones. With the routine share instrument, we perform this test by

excluding commuting zones characterized by high 1950 industry shares in high-RTI indus-

tries. Likewise, with the office routinization instrument, we exclude New York City and

Boston, the cities where the job postings originate, along with commuting zones with high

1950 shares in industries susceptible to office routinization.

For both instruments, cross-sectional variation stems from 1950 industry share, which

predates changes in routinization and college enrollment in 1960-2000. We are therefore

more concerned about omitted variables than reverse causation. Using commuting zone

12This identification strategy contrasts with that of Goldsmith-Pinkham, Sorkin, and Swift (2020), where
the identifying assumption is that industry shares are exogenous. Recent work by de Chaisemartin and Lei
(2022) and Hahn et al. (2024) revisits the plausibility of both identification strategies when treatment effects
are heterogeneous.

13A more recent paper by Borusyak and Hull (2023) offers a more general framework to address omitted
variable bias in the more challenging case when the shift-share instrumental variable is nonlinear. This
could be an interesting future extension if we aim to capture the distributional features of local shocks when
constructing the instrumental variable.
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dummies accounts for time-invariant omitted factors, but not changes across time correlated

with both enrollment and labor market prospects. We next discuss plausible time-varying

confounders that could generate the gender differences in college-going we will report.

One possibility is that non-automation factors could drive industry-level changes corre-

lated with both enrollment and routinization in a commuting zone. For instance, the decline

in manufacturing over this period could change both college enrollment and the proportion of

high-RTI occupations within an industry (see Autor, Dorn, and Hanson, 2013). We therefore

include lagged shares of the largest industries: manufacturing, mining, and retail trade.14

We also control for lagged service sector shares, since Autor and Dorn (2013) find that

automation raised service sector employment. Using lagged shares is preferable to current

shares because current shares may directly depend on college enrollment rates.

Supply-side factors could influence enrollment in ways correlated with the instrument.

For example, female labor force participation in 1950 may influence both routine employment

in 1950 and female college enrollment in 1960-2000. We therefore control for both female

and male labor force participation among 25-65 year olds.15 Related concerns include serial

correlation in routine share or unobservable factors that could influence women’s labor mar-

ket prospects. For instance, commuting zones with more routine jobs in 1950 may have more

favorable social norms regarding women’s schooling in 1960-2000. Controlling for lagged RTI

share captures the effects of these and related social norms. Finally, as mentioned above,

routinization changed both non-college work and college work. To separate the “pull” factor

of rising college earnings from the “push” factor of declining non-college job opportunities,

we control for median earnings in abstract-intensive occupations.

We use the standard error correction procedure of Adao, Kolesár, and Morales (AKM,

2019). AKM (2019) demonstrate that shift-share instruments introduce correlation across

14Our identification relies on industry-level shocks, so controlling for all industries would lead the industry
dummies to absorb valuable identifying variation. We therefore only control for major industries that
compose a large share of the overall labor force.

15Since 25-65 year olds are beyond typical college age, their labor force participation should not directly
depend on the college enrollment of 18-25 year olds.
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labor markets with similar industry shares, and that clustering standard errors at the local

labor market level is insufficient to account for such correlation. To report the results of our

weak instrument tests, we calculate Montiel Olea-Pflueger F-statistics, which are preferable

to Kleibergen-Paap F-statistics in assessing instrument strength (Andrews, Stock, and Sun

2018; Olea and Pflueger 2013). Given recent work on the limitations of t-ratio based inference

using Kleibergen-Paap F-statistics (Lee et al. 2020), we also report Anderson-Rubin weak

instrument-robust confidence intervals.

5 Two Stage Least Squares Results

We first report the first stage results in Table 2. Panel A shows that the routine share instru-

ment significantly predicts future RTI share (p < 0.01), while panel B shows that the office

routinization instrument significantly predicts future routinization (p < 0.01). Despite using

different sources of variation, the coefficients on both instruments are remarkably similar:

a one percentage point rise in the routine share instrument predicts a 0.37-0.55 percentage

point rise in RTI share, while an equivalent rise in the office routinization instrument predicts

a 0.39 percentage point rise in routinization.16

Next, Table 3 reports the main results, our second stage estimates. Again, despite

using different variation to predict routinization, the estimates across the two instruments

are qualitatively and quantitatively similar. Commuting zones predicted to undergo more

routinization experienced higher female enrollment rates. Both instruments estimate that

a 1 percentage point rise in routinization led to approximately a 0.5-0.6 percentage point

rise in the proportion of 18-25 year old women enrolled in college (p < 0.01). Equivalently,

moving from a commuting zone which experienced the 25th percentile of routinization to

one in the 75th percentile of routinization (a difference of 5.5 percentage points) would

16The similarity in first stage coefficients suggests that the bulk of routinization occurred in the decline
of routine tasks within the office (for example, routine cognitive tasks within the clerical or secretarial
occupations), rather than routine tasks outside of the office (for example, routine manual tasks in production
or transportation). Indeed, prior work finds greater decline in routine cognitive relative to routine manual
tasks prior to 2000 (Autor, Levy, and Murnane 2003; Black and Spitz-Oener 2010).
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have increased female enrollment by 3.0-3.4 percentage points. The corresponding estimates

for male enrollment hover at 0.3-0.4 percentage points and are insignificant (p > 0.10). For

both instruments, Anderson-Rubin weak instrument-robust 95% confidence intervals exclude

0 for female enrollment but cannot reject the null hypothesis of no effect for male enrollment.

Appendix Table A.4 panels B and C show reduced form estimates that are consistent with

the second stage results. The estimates indicate significantly greater female enrollment in

areas with greater predicted routinization, whereas the effects for men are insignificant.17

For both instruments across all specifications, coefficient estimates remain constant even

when we control for median earnings in abstract-intensive work, suggesting that the decline

in RTI share is driven by declining routine task demand rather than growing returns to

abstract-intensive work. Similarly, our estimates do not change when we control for lagged

RTI share, indicating that serial correlation in unobservables, such as social norms regarding

women working or the selection of women into the labor force, is unlikely to explain these

relationships. The results establish a consistent positive relationship between routinization

and college enrollment for women, but not for men.

5.1 Additional instruments

To assess the validity of our approach, we use five alternate instruments that use different

variation to predict routinization (Table 4). Our office routinization instrument is con-

structed from occupations whose job postings fall within the top third of mentions for office

routinization keywords. To ensure that our results do not depend on this arbitrary cutoff,

our first alternate instrument re-defines the threshold as the top half of keyword mentions

(column 1). Our second alternate instrument takes the average of keyword mentions across

all occupations as the predictor of routinization (column 2). Our third alternate instrument

uses job posting data on “clerical requirements”, based on the average keyword mentions

17Note that the instruments produce opposite signs in the reduced form regressions, since the routine
share instrument predicts RTI share whereas the office routinization instrument predicts routinization, the
decline in RTI share.

20



regarding clerical knowledge for an occupation (column 3).18 Our fourth and fifth alternate

instruments take the average of the office routinization and clerical requirement keywords

for only 1950 (columns 4 and 5). They follow the construction of the routine share instru-

ment from Autor and Dorn (2013), and therefore only use variation that predates changes

in routine employment and college enrollment in 1960-2000. Online Appendix A discusses

our instrument construction in greater detail.

Despite using different sources of variation, all instruments yield the same results as

our main specifications. In all cases, areas undergoing greater routinization witness greater

female enrollment, with no significant impact on male enrollment. Compared to Table 3

panel B, column (1) shows that point estimates are smaller when we reclassify “routiniz-

able” occupations from the top third to the top half of keyword mentions, which is to be

expected since this incorporates occupations that underwent less routinization. Likewise,

column (2) shows that point estimates directionally decline when using average mentions

of office routinization keywords, since we no longer isolate occupations that are the most

susceptible to routinization. Using keywords related to “clerical requirements” directionally

raises estimates (column 3), possibly because the keywords for clerical requirements directly

refer to secretarial, clerical, and typing tasks, which were especially exposed to routiniza-

tion (Black and Spitz-Oener 2010; Dillender and Forsythe 2022). Finally, point estimates

directionally decline and standard errors become more imprecise with our fourth and fifth

alternate instruments, since they exclude time-series variation in how these tasks change

within occupations.

Although the routine share instrument captures the routine task content of all workers,

one remaining concern is that the office routinization instrument may better capture changes

in the routine task content of women than men, driving our gender-specific effects. We

create a shift-share measure for the decline in routine manual task content, which follows

the construction of the office routinization instrument (see Online Appendix A for details on

18Based on the data from Atalay et al. (2020b), keywords for “clerical requirements” are “clerical”,
“secretarial”, “stenography”, or “typing”.
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variable construction). Men may be more likely to execute routine manual tasks than routine

cognitive tasks, given their higher share in production and transportation occupations than

office and administrative support occupations (see Table 1). If the displacement of routine

manual jobs disproportionately affected men, we would expect stronger first stage coefficients

for men than women.

However, it should be noted that based on prior literature, it is not clear whether routine

manual task changes were larger for men or women. Autor, Levy, and Murnane (2003) and

Black and Spitz-Oener (2010) find greater declines in routine manual work for women than

men prior to 2000, while Cortes, Jaimovich, and Siu (2017) and Cortes et al. (2020) find

greater change in routine manual work for men than women in 1980-2017. In line with Autor,

Levy, and Murnane (2003) and Black and Spitz-Oener (2010), we find that the decline in

routine manual tasks predicts routinization for women (p < 0.10), but not men (p > 0.10,

Appendix Table A.5). The magnitude of the coefficient estimate for men is only 19% of that

for women. The results are consistent with women experiencing greater displacement than

men along multiple measures.

Finally, Table 4 column (6) presents a falsification exercise in which we use a standard

Bartik instrument to test whether our results are driven by labor market changes other

than routinization. This instrument is constructed by interacting a commuting zone’s 1950

industry share with the decadal change in industry composition in all other commuting zones.

Neither the coefficient estimates for male or female enrollment are significant, suggesting that

industry-level job shocks unrelated to routinization are unlikely to drive our findings.

5.2 Additional specifications

In Table 5, we address potential concerns regarding our main regression specifications from

Table 3. Column (1) ensures that our results hold under a parsimonious set of controls:

manual occupation share, total population in the commuting zone, share by gender, share

by race, share by age, year dummies, census region dummies, and commuting zone dummies.
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Next, columns (2)-(3) tests whether any commuting zone plays an outsize role in determining

routine share at the national industry level. Column (2) excludes commuting zones in the top

5% of high-RTI industries. Column (3) performs a similar exercise by excluding commuting

zones with the 5% highest shares of industries vulnerable to office routinization. It also

excludes the commuting zones that contain Boston and New York City, the two cities that

produced the job postings used to create the office routinization instrument.

Column (4) examines routinization among both non-college and college workers, rather

than only non-college workers. It accounts for the possibility that endogenous supply-side

forces, such as greater high school completion rates, changed the composition of the non-

college workforce in ways that also correlate with routine labor share. Column (5) controls for

abstract occupation share, which our main specifications allow to vary freely with routine

content. This additional control places severe restrictions on the variation we use, but

better nets out the impact of non-automation forces that shift routine and abstract content

simultaneously.

Across all specifications, we find similar results. The displacement of routine occupations

corresponds to significant growth in female enrollment, while the impact on male enrollment

is almost always insignificant. Anderson-Rubin confidence intervals reject the null hypothesis

of no effect for women, but not for men.

6 Structural Model Approach

Our 2SLS results show that commuting zones with greater predicted routinization experi-

enced higher female college enrollment. However, this relationship is identified at the local

labor market level, which limits its scope to account for heterogeneous responses at the

individual level (de Chaisemartin and Lei 2022; Hahn et al. 2024). We therefore propose

an augmented Roy model that incorporates latent skills to show the underlying mechanism

behind the 2SLS findings. Drawing on the dynamic discrete choice literature (Eisenhauer,

Heckman, and Mosso 2015; Keane and Wolpin 1997; Roys and Taber 2019; Todd and Zhang
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2020), our model explicitly captures how individual sequential decisions regarding education

and occupation respond to non-college job prospects. Changes in routinization play a crucial

role, as they shift the prices of occupation-specific skills, altering occupational returns and

impacting the college premium. Our primary specification uses the routinization instrument,

since it captures time variation in tasks at the industry level. This enables our model to

simulate changes in college enrollment based on how routinization changes over time.19

We find substantial variation in how routinization impacts college enrollment among

women, due to diversity in their initial skill sets. A woman whose high administrative skills

give her a comparative advantage in high RTI jobs would show greater responsiveness to

routinization relative to the average woman. When this heterogeneity is taken into account,

our model predicts an average effect that is twice the magnitude of the estimated 2SLS effect

for female workers. Conversely, the model’s predicted effect for male workers resembles the

2SLS estimates, since the response to routinization among male workers is less dispersed.

Our model reveals that accounting for heterogeneous responses leads the gender disparity in

the aggregate effect to far exceed what is suggested by the 2SLS estimates.

Finally, we conduct counterfactual simulations where we vary routinization over time

while holding all other factors constant, enabling us to isolate the contribution of routiniza-

tion to aggregate college enrollment for women versus men. We find that routinization’s

impact on non-college occupations accounts for 4 out of the 9 percentage point growth

in female enrollment observed in 1980-2000 (44%). We then compare the significance of

non-college returns with another factor behind the rising enrollment of women: labor force

participation. Our model estimates that equalizing female labor force participation with

male labor force participation would only raise female enrollment by 1.9 percentage points.

19The routine share instrument mainly produces variation in routine share across commuting zones within
a year, making it less equipped to predict changes in routinization over time. Using it produces qualitatively
similar results, which are available upon request.
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6.1 Basic environment

The model has two periods with transitions and nodes shown in Figure 3. Individuals are

forward looking and sequentially choose their education Di in period 1 and their occupation

Oi in period 2. In the first period, individuals choose whether to attend college based

on the flow utility of schooling and expected values from the second period. Initial skill

endowments are unobserved by the econometrician but fully observed by each individual. To

measure workers’ unobserved skills, we adopt a measurement system inspired by Heckman,

Stixrud, and Urzua (2006) and Prada and Urzúa (2017), which relies on individuals’ ASVAB

test scores from the NLSY79 dataset. We represent the skill sets of individual i as θi =

[θci, θmi, θai], where subscripts c, m, and a denote cognitive, mechanical, and administrative

skills, respectively. We account for gender differences in the distribution of skills.

We demarcate three different occupation choicesOi ∈ {White collar, Blue collar, Pink collar}.

White collar occupations (Oi = 1) refer to occupations dominated by college workers; blue

collar occupations (Oi = 2) to occupations dominated by male high school graduates; and

pink collar occupations (Oi = 3) to occupations dominated by female high school gradu-

ates. This classification is derived from Figure 1, which shows gender polarization in non-

college occupations and gender convergence among college occupations. Lastly, we allow for

home-staying as an outside option to working (Oi = 4), which endogenizes the labor force

participation decision.20

6.2 Sequential schooling and occupation choices

The model is solved through backwards induction. In the second period, individual i with

gender g ∈ {m, f} chooses an occupation depending on perceived expected values across

alternatives. Ex post, individual i who chooses occupation Oi given an education level Di

receives utility U(Oi|Di):

20Since the goal is to explore the underlying mechanisms behind the 2SLS results, our specification is
intentionally parsimonious compared to prior life-cycle dynamic discrete choice models (Keane and Wolpin
1997, 2001; Roys and Taber 2019; Todd and Zhang 2020). It assumes that all occupation and education
choices are made once and permanent.
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(7) U(Oi|Di) = Y (Oi|Di) + P (Oi|Di) + ϵO,D,i

where Y (Oi|Di) denotes the monetary return from occupation Oi given an education level

Di, while P (Oi|Di) is the non-pecuniary utility of working in occupation Oi, such as job

amenities or potential discrimination costs. We assume preference shock ϵO,D,i to follow the

Type I Extreme Value distribution, which allows us to establish an analytic relationship

between the observed choice probability of each occupation Pr(Oi|Di) and the occupation-

specific deterministic value Y (Oi|Di)+P (Oi|Di).
21 Note that we can only identify differences

among options, rather than their specific levels. Therefore, for identification purposes, we

normalize the value of the home-staying option to be 0.

To capture the impact of routinization on occupation-specific returns, we employ the

following parametric specification for the pecuniary terms.

(8)
Y (Oi|Di) = XY

i β
g
O,X + θi(β

g,0
O,θ + βg,1O,θ ̂routinization

g

c(i),t)

+Di(β
g
O,θ + θiβ

g,0
O,D,θ + θiβ

g,1
O,D,θ

̂routinization
g

c(i),t) + ugO,D,i

In this specification, XY
i represents a vector of relevant observed variables, such as cohort,

region, and urban indicators. The superscript g ∈ {m, f} denotes male and female, respec-

tively.

As mentioned above, there is potential endogeneity arising from unobserved supply-side

confounders, such as changes in labor force participation that influence both routine labor

21This implies the following mapping:

log(Pr(Oi = j1|Di))− log(Pr(Oi = j2|Di)) = Ū(Oi = j1|Di)− Ū(Oi = j1|Di)
= [Y (Oi = j1|Di)− Y (Oi = j2|Di)] + [P (Oi = j1|Di)− P (Oi = j2|Di)],∀j1, j2 ∈ Oi

where Ū(Oi|Di) = Y (Oi|Di) + P (Oi|Di) is the deterministic component in the utility function U(Oi|Di).
The non-pecuniary term P (Oi|Di) effectively captures the differences in choice probabilities among different
occupations that cannot be explained by their differences in wage returns.
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share and education. Rather than true routinization, we use ̂routinizationc(i),t, the first-stage

predicted level of routinization in commuting zone c(i) and year t from the office routinization

instrument. This approach isolates plausibly exogenous shifts in skill prices to pinpoint how

routinization impacts education and occupational returns. Following Beaudry and Lewis

(2014), we assume the impact of routinization may differ by gender and education levels

through its heterogeneous effect on skill prices. Specifically, we allow the effects of routiniza-

tion on occupation-specific returns to vary based on individual skill endowments (θiβ
g,1
O,θ)

and education levels (Diθiβ
g,1
O,D,θ). Consequently, βg,1O,θ is identified through the variance in

earnings among high school graduates with identical skills across regions that experienced

different levels of routinization. In contrast, βg,1O,D,θ is identified from the earnings of col-

lege graduates with identical skills that lived in regions with different levels of routinization.

Lastly, the random component ugO,D,i is realized only after occupation Oi has been chosen.

The non-pecuniary utility P (Oi|Di) associated with entering occupation Oi is:

(9)
P (Oi|Di) = XY

i α
g
O,X + θi(α

g,0
O,θ + αg,1O,θ ̂routinization

g

c(i),t)

+Di(α
g
O,θ + θiα

g,0
O,D,θ + θiα

g,1
O,D,θ

̂routinization
g

c(i),t)

Occupational returns depend on both individual characteristics (for example, gender, edu-

cation, and skills), as well as predicted routinization in the resident commuting zone. The

parameters αg,0O,D,θ and αg,1O,D,θ are crucial for distinguishing the impact of routinization on

non-pecuniary returns from its impact on earnings. αg,0O,D,θ captures extra variation in occu-

pational preferences, unexplained by earnings, among high school graduates who have the

same skill level but live in areas differentially exposed to routinization. Similarly, αg,1O,D,θ

identifies variation in occupational preferences beyond earnings, for college graduates with

identical skills who reside in different areas.

In the first period, individuals decide whether to attend college based on a cost function

C(Di), which includes both monetary and psychic costs. Since we can only identify the
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difference in the cost of attending versus not attending college, we normalize the cost of not

attending college to zero: C(Di = 0) = 0. The cost of attending college is

(10) C(Di = 1) = XD
i λ

g
X + θiλ

g
θ + ξgD,i

Following Eisenhauer, Heckman, and Mosso (2015) and Prada and Urzúa (2017), XD
i

includes parental education, the number of siblings, an indicator variable for broken home,

and family income at age 14. The term θiλ
g
θ captures the heterogeneous cost of attendance

for individual i with skill θi and gender g. The preference shock on education ξgD,i is assumed

to be orthogonal to XD
i and θi.

The continuation value of education choice Di, given the available information at Di, has

the expression:

(11) EV (Di) = βE

{
max
Oi

(U(Oi|Di)|ζ(D))

}

where ζ(D) captures all the information that is realized when individuals make their

education decision Di. Therefore, the individual makes her education decision according to

the following rule:

(12) Di =


1

0

if C(Di = 1) + EV (Di = 1) > EV (Di = 0)

otherwise

6.3 Structural model estimation strategy

6.3.1 Latent abilities

To construct multi-dimensional skill profiles at the individual level, we use the NLSY79’s

ASVAB test scores. The Armed Services Vocational Aptitude Battery (ASVAB) is the
28



battery of tests commonly used to measure IQ (see, among many others, Neal and Johnson

1996; Cameron and Heckman 1998; Heckman, Stixrud, and Urzua 2006), but it also measures

non-cognitive ability, with subtests designed to capture mechanical and administrative skill

(among others). We follow the Exploratory Factor Analysis (EFA) methods of Prada and

Urzúa (2017). While prior work focuses only on men (Eisenhauer, Heckman, and Mosso

2015; Heckman, Humphries, and Veramendi 2018; Prada and Urzúa 2017; Roys and Taber

2019), we conduct EFA separately for men and women to allow for gender differences in how

latent skills explain test performance.

The factor loadings, depicted in Appendix Figure A.4, indicate that two separate skills

(“factors”) explain the variation in ASVAB scores. For both men and women, the first

factor has the highest loadings for subtests designed to assess cognitive skill, so we call the

first factor “cognitive skill”. However, we discover a gender difference in the second factor,

which suggests that men and women have distinct skills that explain their ASVAB scores.

For men, loadings on the second factor are only significant for the three subtests that fall

in the mechanical skill qualification area. For women, loadings on the second factor are

only significant for the two subtests that fall in the administrative skill qualification area.

Appendix Table A.3 presents the ASVAB results for men and women separately, showing that

men score higher in auto and shop information, mechanical comprehension, and electronics

information (the three subtests related to mechanical skills), while women score higher in

coding speed and numerical operations (the two subtests related to administrative skills).

Our EFA results match with Prada and Urzúa (2017) regarding mechanical skills for men,

but are novel regarding administrative skills for women. Online Appendix A.4 provides

greater detail about the ASVAB subtests and EFA implementation.

Based on our factor loadings, we define each individual’s skill set θi using three dimen-

sions: cognitive skill θc,i, mechanical skill θm,i, and administrative skill θa,i.
22 This skill

22In a previous version of our model, we incorporated measures of socioemotional skills based on Rosen-
berg’s self-esteem scale and Rotter’s locus of control scale. However, we did not find substantial gender
differences in the distribution of socioemotional skills or in the impact of routinization on the price of so-
cioemotional skills (see Appendix Figure A.6). These results challenge the premise in Cortés et al. (2024)
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framework elucidates the distinct comparative advantages of men and women. By ages

18-22, men typically possess higher mechanical skills, granting them an edge in tasks that

require manual dexterity. Conversely, women tend to exhibit greater administrative skills,

giving them an advantage in routine office work. Since these results are descriptive, we are

agnostic as to whether these gender differences arise from nature, nurture, or both.

Guided by the exploratory factor analysis, we specify the measurement equations for an

individual i with latent skill vector θi = [θc,i, θm,i, θa,i] as follows:

(13)

Cj,i = λcjθc,i + ecj,i, j = 1, 2, ..., 4

Mj,i = λcjθc,i + λmj θm,i + emj,i, j = 5, 6, 7

Aj,i = λcjθc,i + λajθa,i + eaj,i, j = 8, 9

where Cj,i denotes the subtests for the cognitive ability measure,Mji denotes the mechanical

subtests, and Aj,i denotes the administrative subtests. We restrict the loading coefficients

{λcj, λmj , λaj} to be gender neutral so that any gender differences in test scores reflect only

gender differences in latent abilities. Lastly, to identify the system, we assume that all error

terms {ec1,i, ..., ec4, em5,i, em6,i, em7,i, ea8,i, ea9,i} are mutually independent and uncorrelated with the

skill vector θi.

It is worth noting that we allow latent abilities to be correlated with each other, as sev-

eral test scores are relevant for multiple abilities. To identify the system, we follow prior

work and assume that at least one measure in Mj,i is exclusively driven by mechanical skill,

one measure in Aj,i is exclusively driven by administrative skill, and a set of standard nor-

malizations (Carneiro, Hansen, and Heckman 2003; Eisenhauer, Heckman, and Mosso 2015;

Heckman, Stixrud, and Urzua 2006; Prada and Urzúa 2017). We refer interested readers to

the aforementioned papers or Robustness Appendix B for further details on identification.

that the female advantage in social skills is the key determining factor behind the gender gap in college
enrollment. We conclude that the male advantage in mechanical skills appears to be the stronger driver in
pushing women to attend college at greater rates than men.
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6.3.2 The likelihood function

The measurement equations are jointly estimated with the model using maximum likelihood.

Let ψ ∈ Ψ denote a vector of structural parameters and Ωi = {Xi, Ti, Oi, Yi, Di} be the

vector of observable characteristics of individual i, including exogenous control variables

Xi, a college dummy Di, occupations Oi, and annual earnings Yi. Test scores Ti include

cognitive test scores Cj,i, mechanical test scores Mj,i, and administrative test scores Aj,i.

The likelihood function for individual i is given by

(14)

ℓi(Ωi|ψ) =
∫
θ
Π4
j=1fj(Cj,i|θi;ψ)Π7

j=5fj(Mj,i|θi;ψ)Π9
j=8fj(Aj,i|Xi, θi;ψ)︸ ︷︷ ︸

skill measurements

(fY (Yi|Di, Oi, Xi, θi;ψ))
I(Oi ̸=4)︸ ︷︷ ︸

wage outcomes

Π4
k=1 (Pr(Oi|Di, Xi, θi;ψ))

I(Oi=k)︸ ︷︷ ︸
occupations

Π1
l=0 (Pr(Di|Xi, θi;ψ))

I(Di=l)︸ ︷︷ ︸
college

dFθ(θ;ψ)

where Pr(.) represents the probability of occupation choice Oi or education choice Di defined

in Equations 7 and 12, fj(.) is the probability density function for test j defined by Equation

13, fY (.) is the probability density function of earnings Yi in Equation 8, and Fθ(.) is the

joint cumulative distribution of the latent skill vector θ ∈ Θ.

Lastly, we impose distributional assumptions. ϵO,D,i follows the standard Gumbel dis-

tribution while other error terms follow the normal distribution. For latent skills, we use

mixtures of normal distributions, which provide minimal restrictions on the underlying dis-

tributions of [θc, θm, θa].
23 Following Prada and Urzúa (2017), we use mixtures of two normal

distributions and assume E[θc] = E[θm] = E[s] = 0.24 After plugging the distribution as-

sumptions into Equation 14, Pr(Oi) will be a multinomial logit function and Pr(Di) will be

a probit function.

23Ferguson (1983) shows that any probability distribution can be approximated arbitrarily well by a finite
mixture of normal densities. Therefore, this distributional assumption should provide sufficient flexibility
while imposing a minimal number of restrictions on the underlying distributions.

24However, the mean values for men and women may differ and do not necessarily equal 0.
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We obtain the sample log likelihood after taking the logarithm of Equation 14 and sum-

ming across all individuals. We can then obtain the estimates ψ̂ by maximizing the total

likelihood function

(15) ψ̂ = argmaxψ

N∑
i=1

log ℓi(Ωi|ψ).

The standard errors are computed using the BHHH algorithm (Berndt et al. 1974).

7 Structural model results

We present the parameter estimates for the equations in Appendix Tables A.6-A.9. Addi-

tionally, Appendix Table A.10 demonstrates that the moments generated from the model

simulation closely align with the actual data. In this section, we summarize how the model

estimates explain how declining prospects in routine occupations can motivate college en-

rollment among young women.

7.1 The relationship between skills, occupational sorting, and education de-

cisions

Our model estimates reveal notable gender differences in skill profiles, depicted in Figure 4.

Figure 4b shows that the mechanical skill distribution for men is higher in mean and variance

than for women, and that mechanical skills for women max out near the male mean. Figure

4c shows that women on average have higher administrative skills than men do. These

differences provide a basis for the gender polarization among non-college occupations shown

in Figure 1. They provide evidence to support the claims of prior work that attributes

gender-based occupational segregation to higher mechanical skills among men (Huang 2014;

Pitt, Rosenzweig, and Hassan 2012; Rendall 2017; Welch 2000).25

25It is worth noting that Figure 4a demonstrate similar distributions of cognitive skills for men and women,
albeit with lower variance among women. This evidence suggests that men and women are substitutable in
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The gender disparity in skill endowments leads to distinct comparative advantages in

various occupations, resulting in the patterns of occupational sorting depicted in Figure 5.

Cognitive skill is positively correlated with white collar work for both men and women. As

cognitive skill increases, men shift from blue collar occupations to white collar occupations,

while women shift from pink collar occupations and home-staying to white collar occupations.

Mechanical skill, on the other hand, is positively correlated with entry into blue collar

occupations only for men. As men move up the quintiles of the mechanical skill distribution,

they increasingly sort into blue collar occupations and away from white collar occupations.

Lastly, administrative skill raises the likelihood of pink collar work for women but barely

influences occupational sorting for men. This occupational sorting matches the trends in

occupational returns for women versus men, shown in Appendix Figure A.5.26

We next examine the correlation between skill endowments and college attendance in

Figure 6. Cognitive skill predicts college enrollment for both men and women. Crucially,

it is more important in predicting men’s college attendance. Among individuals with low

cognitive skill, women exhibit higher rates of college attendance compared to men. However,

as cognitive skill increases, the gender gap in college enrollment diminishes. These patterns

are consistent with different outside options contributing to differential sorting into college

attendance. For men, college becomes worthwhile when their white collar returns compensate

them for forgoing blue collar work, which occurs when their cognitive skill is sufficiently high.

In contrast, women’s non-college work options tend to be less financially rewarding, making

college attendance worthwhile even if their cognitive ability is low.

Furthermore, Figure 6 illustrates a more pronounced trade-off between college enrollment

white-collar work, which helps explain the gender convergence among college occupations from 1970 to 2000
shown in Figure 1b.

26Note that our current model does not account for gender differences in social skills, which Cortés et al.
(2024) emphasize as a key factor in the gender difference in occupational choice. In an earlier version of the
model, we considered heterogeneity in both mechanical and social skills to test which played a larger role in
gender-based occupational sorting. Our estimates show that female advantage in social skills was quite small
compared to the male advantage in mechanical skills (Appendix Figure A.6). This finding suggests that
mechanical skill differences are a stronger driver of gender differences in occupational choice. As a result,
we replaced social skills with administrative skills, where women show a notable advantage.
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and non-cognitive skills for men than women. Ceteris paribus, as mechanical skill increases,

college enrollment declines for men while remaining relatively stable for women. These results

align with our finding that mechanical skill enhances the returns to blue collar occupations

(see Figure A.5), thereby imposing opportunity costs on men considering college attendance.

In contrast, administrative skill does not significantly impact college enrollment for either

men or women. For women, administrative skill does not impose the same opportunity

costs on college attendance as mechanical skill does for men, as the returns to pink collar

occupations tend to be lower than those in blue collar occupations.

The interactions between college attendance and skill endowments predict different de-

grees of polarization in the college and non-college labor markets, shown in Figure 7. The

non-college labor market exhibits severe gender polarization. Non-college men specialize in

blue collar jobs given their higher mechanical skills, while non-college women specialize in

pink collar jobs. In contrast, both male and female college graduates tend to hold white

collar jobs due to strong complementarities between cognitive skills and white collar work.

Attending college makes men and women substitutable in abstract-intensive work, which

may explain why college occupations became increasingly gender-equal from 1970 to 2000.

The model explains both the gender polarization among non-college occupations and the

gender convergence among college occupations observed in the census data (Figure 1).

7.2 The heterogeneous impact of routinization on college enrollment deci-

sions

To explore heterogeneity in the college enrollment decision, we assess how the probability of

attending college changes due to routinization from 1980 to 2000 using the formula:

(16) ∆i =
Pr(Di|xi, θi, ̂routinization

g

c(i),1980)− Pr(Di|xi, θi, ̂routinization
g

c(i),2000)

̂routinization
g

c(i),1980 − ̂routinization
g

c(i),2000

Here, ∆i represents the average change in college enrollment probability for individual i, in

response to the predicted shift in routinization between 1980 and 2000. It differs from the
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2SLS estimates in two crucial aspects: First, it is calculated for each individual, rather than

at the commuting zone level. It therefore better captures heterogeneity in the response due

to differences in skill levels and other characteristics among workers. Second, it measures

the average effect on college enrollment rates across the entire distribution of routinization

changes during 1980-2000, rather than assessing the marginal effect at the average level.

Figure 8 plots the distribution of college attendance responses to routinization (∆i) by

gender. In general, women tend to be more responsive to routinization than men. On top of

this, their responses to routinization also exhibit a greater degree of dispersion. The patterns

are natural in light of our finding that among high school graduates, administrative skills de-

termine women’s occupational sorting, while mechanical skills determine men’s occupational

sorting. By levying larger impacts on the price of administrative skill than mechanical skill,

routinization generated greater heterogeneity in the responses of women than men.

The non-linearity in individual responses has significant implications for aggregating the

effect at the group level. In Figure 8, the “ATT” line depicts the average treatment effect

computed by averaging ∆i, the responses across all individuals by gender. In contrast,

the “2SLS” line shows estimates from our 2SLS approach. For women, we find a sizable

disparity between the 2SLS estimate and the ATT estimate of the aggregate enrollment

response: the 2SLS estimate is 0.578, whereas the ATT is 1.026. The results indicate that

a straightforward linear extrapolation of the 2SLS estimates considerably understates the

average effect for female workers. In contrast, the ATT and 2SLS estimates are similar for

male workers, reflecting more homogeneous treatment effects.

Next, we conduct a counterfactual analysis to quantify the extent to which routinization

contributed to the college gender gap. Specifically, we simulate counterfactual enrollment

and occupational choices by varying routinization over time, while keeping other primitives

constant at 1980. We therefore hold constant alternative explanations such as shifts in

female labor force participation, social norms regarding women’s education, and marriage
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market concerns.27 The results are presented in Table 6. Although routinization increases

college attendance for both genders, enrollment growth for women is more than double that

of men. Female enrollment rises by 4.0 percentage points from 1980 to 2000, or 44% of the

9 percentage point rise we observe in the census data. Male enrollment increases by only 1.6

percentage points, relative to the 2 percentage point change in the census data.

This growth among women is driven by the decreasing returns to pink collar occupations

relative to white collar occupations. We observe a 20.6 percentage point increase in white

collar jobs between 1980 and 2000, primarily due to the shift from pink collar jobs. The

simulated decline in pink collar returns is consistent with the empirical fact that many

female-dominated occupations vanished from the non-college labor market over time. In

comparison, the share of men transitioning from blue collar to white collar occupations was

only one-sixth as large.28

Lastly, we compare the decline in non-college occupations with another secular trend that

could have contributed to women’s college-going: their rising labor force participation.29

In Table 7 columns (2)-(3), we set female labor force participation equal to male labor

force participation in 1980.30 Our simulation results indicate a 13.4% increase in female

employment, with most of this growth in white-collar or pink-collar jobs. The rise in female

white collar employment coincides with a rise in female enrollment of 1.9 percent, or 21%

of the observed change in enrollment. Together, Tables 6 and 7 indicate that our model

predicts a larger change from routinization than the rise in female labor force participation

alone. The model simulation provides further evidence that the non-college labor market

27We employ only the 1979 cohort in our estimation rather than including later cohorts, since skill prices
may change from cohort to cohort for reasons other than routinization.

28The decline in blue collar occupations was 3.2 percentage points and the rise in white collar occupations
was 4.2 percentage points.

29Routinization and labor force participation are linked in that routinization may influence the decision to
work. The advantage of the model is that we can separately examine the impact of routinization, accounting
for its influence on labor force participation, versus the impact of a pure rise in labor force participation for
other reasons.

30We equate women’s labor force participation to men’s by decreasing the value of home-staying for
women such that the proportion of women who opt out of working matches the proportion of men who
choose not to work.
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played a key role in accelerating female college-going.31

8 Discussion and Conclusion

Economists have long posited a race between education and technology (Goldin and Katz

2010; Tinbergen 1974). Part of this race entails technology replacing labor in certain work

tasks, which changes the education decisions of the future workforce. We study how the

adoption of office technology (for example, typewriters, answering machines, computers)

in 1960-2000 displaced routine tasks commonly performed by high school graduates. We

document pre-existing gender-based sorting into occupations, leading to gender polarization

among occupations that do not require a college degree. Men’s comparative advantage in

manual labor led them to sort into manual-intensive occupations, leaving women to sort into

routine-intensive occupations. By diminishing the routine-intensive job opportunities that

employed the majority of the female non-college workforce, routinization eroded the outside

options to college-going for women.

To investigate the impact on college enrollment, we instrument for routinization. Our

2SLS approach estimates that moving from the 25th to the 75th percentile of routinization

corresponds to a 3.0-3.4 percentage point rise in female enrollment. Since routine jobs did

not employ as large a fraction of the male workforce, effects for men are not systemati-

cally significant. A discrete choice Roy model next investigates the mechanisms behind our

findings. The model finds that gender polarization in non-college occupations stemmed from

gender differences in skills and skill prices. Men’s higher mechanical skill led them to sort into

higher-paying, manual-intensive occupations, while women sorted into lower-paying, routine-

31We note that this last counterfactual exercise produces results which align with the marketization
of home production documented by prior work (Autor and Dorn 2013; Cerina, Moro, and Rendall 2021;
Mazzolari and Ragusa 2013; Ngai and Petrongolo 2017). As more women worked in the labor market,
demand for market goods to substitute for home production grew, expanding female employment in the
service sector. This is borne out in our simulation results through the rise in pink-collar jobs. Marketization
also contributed to the polarization of female employment (Ngai and Petrongolo 2017), as shown through
our model by the simultaneous growth of white- and pink-collar employment. This exercise shows that
relative to the marketization of home production, the routinization of non-college jobs played a larger role
in explaining the growth of female college-going.
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intensive occupations. Over time, routinization decreased the value of administrative skill

in routine-intensive work, exacerbating women’s comparative disadvantage in non-college

employment and raising their college premium.

While this paper focuses on the impact of routinization on gender differences in college

enrollment, our theoretical framework can also be applied to analyze other structural trans-

formations, such as globalization and the energy transition. For instance, the transition

from fossil fuels to renewable energies may lead to a decline in traditionally male-dominated

industries like fossil fuel extraction, potentially incentivizing more men to pursue higher

education (Chuan, 2022). Globalization, by introducing new technologies, has lowered man-

ual skill requirements in blue-collar occupations, making it easier for women to enter them

(Juhn, Ujhelyi, and Villegas-Sanchez, 2014). Future work could explore these transforma-

tions through the lens of our model, shedding light on the gender-specific effects of evolving

economic landscapes.

There are limitations to our study. Since we focus on the “race” between technology

and labor, our instruments are intended to capture how automation substitutes for rou-

tine labor, diminishing the quantity of labor demanded across-occupations (for example,

the 75% decline in secretarial share from 1970 to 2000). They are less equipped to capture

within-occupation changes, such as the rising value of cognitive skill within the secretarial

occupation. This focus is in line with the bulk of literature examining routinization’s ag-

gregate labor market impacts using measures similar to ours (Black and Spitz-Oener 2010;

Goos, Manning, and Salomons 2014; Spitz-Oener 2006). In our regressions, we control for

the “pull” factor of improving college returns within occupations, but ultimately defer to

other work which more precisely measures the effects of within-occupation changes (Beaudry

and Lewis 2014; Consoli et al. 2023; Cortés et al. 2024; Lewis 2011; Olivieri 2014).

Second, we estimate lower responsiveness to the same routinization shock for men than

women, in both the 2SLS and the structural model approaches. Figures 1a and A.1a provide

hints as to why. They show that the non-college labor market contains more male-dominated
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occupations than female-dominated or gender-equal occupations. If men’s skills transfer

across a greater variety of non-college occupations, they may depend less on any particular

occupation for employment, making a college degree less essential for finding a new job if they

lost their current one. Indeed, Carrell and Sacerdote (2017) find that high school boys are

less responsive to a field experiment to raise college-going than girls, and that one key reason

is that boys believe they have lucrative job opportunities without a college degree. However,

our conjectures would benefit from further work on skill transferability across occupations.

Such work would deepen understanding regarding how education serves men versus women

in transferring occupations following job displacement.
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Figure 1: Occupational Dispersion by Gender Composition
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(d) Low-RTI Non-College Occupations
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Source: Data from the U.S. Census and Autor and Dorn (2013).
Notes: Distribution of occupations by proportion female in 1970 and 2000 for “non-college” occupations (a) and “college”
occupations (b). Panels (c) and (d) split “non-college” occupations into high-RTI (top third of RTI) occupations and low-RTI
(bottom third of RTI) occupations. The sample consists of individuals aged 18 to 25.

Figure 2: Low vs. High-RTI Labor Share, by Education

(a) Women

College women, high RTI

College women, low RTI

Non-College women, high RTI

Non-College women, low RTI

0

.05

.1

.15

.2

.25

.3

.35

La
bo

r S
ha

re
(W

om
en

, 1
8-

25
 y

ea
r o

ld
s)

1960 1970 1980 1990 2000
Census year

(b) Men

College men, high RTI

College men, low RTI

Non-College men, high RTI

Non-College men, low RTI

0

.05

.1

.15

.2

.25

.3

.35

La
bo

r S
ha

re
(M

en
, 1

8-
25

 y
ea

r o
ld

s)

1960 1970 1980 1990 2000
Census year

Source: Data from the U.S. Census and Autor and Dorn (2013).
Notes: Share of low- and high-RTI occupations by gender and education. Panel a plots this share for women, while panel b
plots this share for men. The sample consists of individuals aged 18 to 25.
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Figure 3: Two Period Dynamic Discrete Choice Model

Notes: Description of structural discrete choice model. In Stage 1, individuals decide whether or not to attend college. In Stage
2, they choose their occupation from four choices: blue collar, white collar, pink collar, or home staying. The model is solved
via backward induction.

Figure 4: Distribution of Skills by Gender
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Notes: Distribution of skills by gender. The blue distribution is for men, and the red distribution is for women. Panel (a)
presents the estimated distribution of cognitive skill, while panels (b) and (c) present analogous results for mechanical skill and
administrative skill, respectively.
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Figure 5: Occupation Choice Distribution by Skill Quintile and Gender
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Notes: We simulate each individual 200 times based on the estimates of the model to calculate the distribution of occupation
choices by skill quintiles and gender. The upper panels present the effect of cognitive skill by gender, integrating out the effect
of the other two dimensions of skills, while the middle panel and the lower panel present analogous results for mechanical skill
and administrative skill, respectively.
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Figure 6: College Attendance Rates by Skill Quintiles
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Notes: We simulate each individual 200 times based on the estimates of the model to calculate the college attendance rate by
skill quintile and gender. The vertical axis is the fraction of workers in each skill group. The upper panels present the effect
of cognitive skill, integrating out the effect of the other two dimensions of skills. The middle panel and lower panel present
analogous results for mechanical skill and administrative skill, respectively.
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Figure 7: Distribution of Occupations by Gender and Education
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Notes: We simulate each individual 200 times based on the estimates of the model to calculate the occupation distribution by
gender and education levels. The vertical axis is the fraction of workers in each occupation group. The upper panel presents
the occupation distribution for high school graduates, with blue bars for men and red bars for women. The lower panel presents
the occupation distribution for college-goers, with blue bars for men and red bars for women.

Figure 8: College Attendance Responses to Routinization by Gender

Notes: The figure illustrates the distribution of college attendance responses to routinization, using blue bars for men and red
bars for women. Dotted lines represent the ATT, while dashed lines denote the 2SLS estimates.
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Table 1: Change in Occupation Groups, 1970-2000

Females Males
Share of Workforce (%) RTI Share of Workforce (%) RTI
1970 2000 1970-2000 1970-2000 1970 2000 1970-2000 1970-2000
(1) (2) (3) (4) (5) (6) (7) (8)

Office and Administrative Support Occupations 42.37 27.48 -14.89 -0.42 9.61 10.25 0.65 -0.16

Production Occupations 14.72 5.47 -9.24 0.09 20.92 12.03 -8.89 0.05

Agriculture and Construction Occupations 0.94 0.76 -0.19 0.02 11.99 14.39 2.40 -0.03

Installation, Maintenance, and Repair Workers 0.26 0.39 0.13 0.10 7.59 7.13 -0.46 0.05

Transportation and Material Moving Occupations 1.36 2.10 0.75 0.02 16.56 11.24 -5.32 -0.08

Computer, Mathematical, Engineering, and Science Occupations 1.34 2.49 1.15 -0.13 5.82 5.48 -0.34 -0.29

Healthcare and Protective Occupations 7.54 9.62 2.09 0.02 2.80 4.03 1.23 0.22

Community, Social Services, Education, Arts, Media Occupations 6.43 9.32 2.89 0.26 3.95 3.86 -0.09 0.16

Management, Business, Science, Arts Occupations 2.44 7.96 5.52 -0.08 7.11 6.26 -0.85 0.14

Service (Food, Maintenance, Sales) Occupations 22.61 34.41 11.80 0.09 13.64 25.32 11.69 -0.02

Source: Data from Census and Autor and Dorn (2013).

Notes: Occupation groups as a share of 18-25 year old civilian workforce. Columns (1-4) show summary statistics for women, while columns
(5-8) show summary statistics for men. Columns (1-3) and (5-7) show shares as proportions of female or male workforce. Columns (4) and
(8) show changes in the standard deviation of routine task intensity (RTI) measure from Autor and Dorn (2013).

Table 2: First Stage Regression Results

(1) (2) (3) (4)
A: IV = routine share
Dep Var: RTI share

Routine share IV × 1970 0.459 0.468 0.464 0.474
(0.065)∗∗∗ (0.057)∗∗∗ (0.066)∗∗∗ (0.058)∗∗∗

Routine share IV × 1980 0.539 0.551 0.515 0.525
(0.080)∗∗∗ (0.071)∗∗∗ (0.081)∗∗∗ (0.070)∗∗∗

Routine share IV × 1990 0.384 0.402 0.366 0.382
(0.075)∗∗∗ (0.063)∗∗∗ (0.076)∗∗∗ (0.062)∗∗∗

Routine share IV × 2000 0.387 0.414 0.366 0.393
(0.077)∗∗∗ (0.066)∗∗∗ (0.078)∗∗∗ (0.065)∗∗∗

F-statistic 32.030 43.218 30.979 42.788
Observations 3610 3610 3610 3610

B: IV = office routinization.
Dep Var: Routinization

Office routinization IV 0.390 0.385 0.390 0.385
(0.060)∗∗∗ (0.056)∗∗∗ (0.059)∗∗∗ (0.054)∗∗∗

F-statistic 41.570 47.573 43.103 50.075
Observations 3610 3610 3610 3610

Commuting zone FE
Year FE
Median cognitive earnings
Lagged RTI share

Notes: First stage regressions. Panel A shows the correlation between the routine share instrument and future RTI share. Panel B shows
the correlation between the office routinization instrument and future routinization (decline in RTI share from 1950 levels). All regressions
include demographic controls for the proportion of female, Black, and Hispanic residents and by 10-year age bin. All regressions also control
for U.S. Census division, year, commuting zone, labor force participation, manual occupation share, and 10-year lagged major industry shares:
services, manufacturing, retail, and mining. Columns (2) and (4) add median annual log earnings for occupations in the top third of abstract-
intensive tasks. Columns (3) and (4) additionally control for the 10-year lag of the share of high-RTI occupations. Standard errors are
clustered at the two-digit industry level and adjusted using the correction procedure of Adao, Kolesár, and Morales (2019). Olea-Pflueger
F-statistics reported using AKM (2019) standard errors. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01.
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Table 3: Second Stage Regression of College Enrollment on Routinization

College enrollment
Women Men Women Men Women Men Women Men
(1) (2) (3) (4) (5) (6) (7) (8)

A. Second stage regression, routine share IV
Routinization 0.577 0.268 0.543 0.250 0.605 0.285 0.574 0.267

(0.202)∗∗∗ (0.260) (0.181)∗∗∗ (0.264) (0.206)∗∗∗ (0.260) (0.184)∗∗∗ (0.263)
[0.182,0.973] [-0.243,0.778] [0.188,0.898] [-0.268,0.768] [0.200,1.009] [-0.224,0.795] [0.214,0.934] [-0.249,0.783]

F-statistic 32.030 43.218 30.979 42.788
P-value on gender gap 0.057 0.052 0.058 0.046
Observations 3610 3610 3610 3610 3610 3610 3610 3610

B. Second stage regression, office routinization IV
Routinization 0.576 0.435 0.603 0.442 0.576 0.435 0.604 0.444

(0.202)∗∗∗ (0.265) (0.187)∗∗∗ (0.264)∗ (0.202)∗∗∗ (0.267) (0.185)∗∗∗ (0.266)∗

[0.179,0.972] [-0.084,0.954] [0.237,0.969] [-0.075,0.960] [0.181,0.971] [-0.088,0.958] [0.242,0.966] [-0.077,0.964]
F-statistic 41.570 47.573 43.103 50.075
P-value on gender gap 0.356 0.279 0.360 0.282
Observations 3610 3610 3610 3610 3610 3610 3610 3610

Commuting zone FE
Year FE
Median cognitive earnings
Lagged RTI share

Notes: Panel A uses the routine share instrument, while panel B uses the office routinization instrument. In both regressions, the instrumented regressor is routinization, defined as the change
in RTI share from 1950 levels. All regressions include demographic controls for the proportion of female, Black, and Hispanic residents and by 10-year age bin. All regressions also control
for U.S. Census division, year, commuting zone, labor force participation, manual occupation share, and 10-year lagged major industry shares: services, manufacturing, retail, and mining.
Standard errors are clustered at the two-digit industry level and adjusted using the correction procedure of Adao, Kolesár, and Morales (2019). Montiel Olea-Pflueger first stage F-statistics
reported using AKM (2019) standard errors. The second stage estimates include Anderson-Rubin (1949) weak instrument robust confidence intervals using the AKM (2019) correction proce-
dure. “P-value on gender gap” denotes the p-value of the coefficient when the gender gap in college enrollment is the dependent variable in the 2SLS regression. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01.
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Table 4: Second Stage Regressions, Additional Instruments

(1) (2) (3) (4) (5) (6)
A: Female Enrollment

Routinization 0.363 0.543 0.780 0.413 0.412 0.499
(0.182)∗∗ (0.210)∗∗∗ (0.270)∗∗∗ (0.242)∗ (0.242)∗ (0.357)

[0.005,0.720] [0.131,0.955] [0.252,1.308] [-0.062,0.887] [-0.062,0.885] [-0.200,1.199]

B: Male Enrollment
Routinization 0.253 0.429 0.613 0.384 0.308 0.064

(0.286) (0.317) (0.374) (0.293) (0.303) (0.441)
[-0.307,0.813] [-0.194,1.051] [-0.119,1.346] [-0.190,0.959] [-0.286,0.902] [-0.801,0.928]

F-statistic 51.577 33.400 24.552 18.334 17.634 24.762
Observations 3610 3610 3610 3610 3610 3610
Coeff on college gap, p-value 0.500 0.549 0.450 0.891 0.568 0.034
IV: office routinization (top half)
IV: office routinization (average)
IV: clerical requirements
IV: office routinization 1950 (avg)
IV: clerical requirements 1950 (avg)
IV: Standard Bartik (falsification)

Notes: Two stage least squares regressions, additional instruments. The IV in column (1) predicts office routinization using the share of occupations in the top half of keyword mentions for office
routinization. Column (2) uses the average number of keyword mentions regarding office routinization per occupation in each industry. Column (3) uses the average number of keyword mentions
for clerical requirements per occupation in each industry. Columns (4) and (5) respectively use the 1950 average number of keyword mentions for office routinization and clerical requirements,
interacted with a matrix of year dummies. Column (6) uses a standard Bartik instrument as a falsification exercise to demonstrate that our results are not driven by sources of job displacement
other than routinization. Standard errors are clustered at the two-digit industry level and adjusted using the correction procedure of Adao, Kolesár, and Morales (2019). Montiel Olea-Pflueger
F-statistics reported using AKM (2019) standard errors. Anderson-Rubin (1949) confidence intervals reported using AKM (2019) correction. Coeff. on gender gap, p-value denotes the p-value of
the coefficient when the gender gap in college enrollment is the dependent variable in the 2SLS regression. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01.
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Table 5: Second Stage Regressions, Additional Specifications

College enrollment
(1) (2) (3) (4) (5)

A: Female Enrollment
Routinization 0.623 0.441 0.612 0.583 0.551

(0.209)∗∗∗ (0.178)∗∗ (0.157)∗∗∗ (0.233)∗∗ (0.202)∗∗∗

[0.213,1.033] [0.092,0.790] [0.305,0.919] [0.127,1.040] [0.156,0.946]

B: Male Enrollment
Routinization 0.318 0.185 0.499 0.152 0.213

(0.255) (0.267) (0.224)∗∗ (0.326) (0.283)
[-0.182,0.819] [-0.338,0.708] [0.060,0.938] [-0.487,0.791] [-0.342,0.767]

F-statistic 33.514 34.531 43.572 29.807 37.511
P-value on gender gap 0.043 0.112 0.446 0.017 0.036
Observations 3610 3425 3425 3610 3610
Minimum controls
Exc. czones with large shares of high RTI industries
Exc. czones with high office routinization, Boston, NYC
Routinization of non-college workers
Routinization of college and non-college workers
Control for abstract occupation share
IV: routine share
IV: office routinization (top third)

Notes: Two stage least squares regressions, additional specifications. Column (1) uses a minimum set of controls: total commuting zone population, year dummies, Census region dummies,
commuting zone dummies, manual occupation share, proportion by gender, race, and ten-year age bin. Columns (2)-(8) start from the basic specification of Table 3 column (1). Column (2)
excludes commuting zones with high 1950 shares of high-RTI industries. Column (3) excludes commuting zones with high 1950 shares of industries involving the keywords for office routinizaton
(see text). Column (3) also excludes commuting zones that contain Boston and New York City. Column (4) uses the routinization of all workers, rather than only non-college workers used in
the main specification. Column (5) adds controls for abstract occupation share. Standard errors are clustered at the two-digit industry level and adjusted using the correction procedure of
Adao, Kolesár, and Morales (2019). Montiel Olea-Pflueger F-statistics reported using AKM (2019) standard errors. Anderson-Rubin (1949) confidence intervals reported using AKM (2019) cor-
rection. “P-value on gender gap” denotes the p-value of the coefficient when the gender gap in college enrollment is the dependent variable in the 2SLS regression. ∗ p < 0.10, ∗∗ p < 0.05, ∗∗∗ p < 0.01.
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Table 6: Simulated Changes in Occupation and Education due to Routinization

Women Men
Baseline: Routinization Change Baseline: Routinization Change
1980 in 2000 1980 in 2000
(1) (2) (3) (4) (5) (6)

Occupation choices

White collar 0.404 0.610 0.206 0.392 0.434 0.042
Blue collar 0.038 0.049 0.011 0.485 0.452 -0.032
Pink collar 0.348 0.153 -0.195 0.048 0.050 0.002
Not working 0.209 0.188 -0.021 0.075 0.064 -0.012

Education choices

High school 0.389 0.350 -0.040 0.481 0.465 -0.016
College 0.611 0.650 0.040 0.519 0.535 0.016

Notes: This table presents simulated education and occupation choices for the NLSY79 cohort. Columns (1) and (2) report simulated choices
for women based on the routinization in 1980 and 2000, respectively. Column (3) reports the difference in simulated choices for women from
1980 to 2000. Columns (4) and (5) report simulated choices for men based on routinization in 1980 and 2000, respectively. Column (6)
reports the difference in simulated choices for men from 1980 to 2000.

Table 7: Simulated Changes in Women’s Outcomes from Equalizing Labor Force Participa-
tion

Baseline Equalizing LFP
1980 Level Change
(1) (2) (3)

Occupation choices

White collar 0.404 0.455 0.051
Blue collar 0.038 0.048 0.010
Pink collar 0.348 0.422 0.074
Not working 0.209 0.075 -0.134

Education choices

High school 0.389 0.371 -0.019
College 0.611 0.629 0.019

Notes: The first column displays simulated choices for women in the baseline model in 1980. Column (2) presents the alternative simulated
choices for women after setting their labor force participation rates equal to men’s. Column (3) reports the difference between columns (1)
and (2).
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